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Abstract
This paper describes the implementation of two color-choosing schemes for the class of statistical graphical displays known variously as “color histograms” (Wegman 1990) and “data images” (Minnotte, 1998).  The two schemes allow colors to be specified hue-saturation-value (HSV) coordinates and in “LogL, u*, v*” (LogLUV) coordinates, which are more intuitive than standard red-green-blue (RGB) colors and better able to cope with high-range data, respectively.  Displays produced with these two color schemes are compared and contrasted with a data image of the same data produced with the standard data image color palette to demonstrate the benefits of these techniques.
Problem:

How can color be used to visualize medium-to-high dimensional datasets and which colors should be used in these visualizations?
Review of Literature:
According to Tufte (1990, p. 90-95), color is useful in image display for its ability to indicate weight, similarity, and for the way in which it can be quickly compared against many other samples of color.  While this comparison is often idiosyncratic and can be affected by issues such as color blindness, it is still considered to be a useful technique; hence, the point of this project.  
One way of thinking about color is to represent it in three dimensions: “hue”, which indicates the shade to be drawn, “saturation”, which is an indicator of how intense the hue is, and “value” or “brightness”, which is an indicator of how much light is falling on the display.  A color with a brightness of 0 is always black and a color with a saturation of 0 is always a grayscale color.  

This representation is particularly useful because it provides direct numerical control over the two dimensions of colors in which people are good at making quantitative comparisons: saturation and value.  These dimensions are useful because it is very hard to put an ordering on hue (i.e. if we have red, and orange, and blue patches, which one is “greatest”).  With saturation and hue, on the other hand, the question becomes which of “dark red”, “red”, and “light red” is “greatest” or which of “faded red”, “red”, and “bright red” is “greatest”, for example.  This means that that the provided color key can be much simpler: all it needs to specify is which endpoint is “high” or “low” and all of the remaining information can be easily inferred from the image.
As conceptually simple as this encoding of color information is, it turns out that there are some problems with this encoding for use with data display.  According to Larson (1998), the human eye is capable of processing views with luminances in a ratio of up to 10,000:1.  Furthermore, most computer monitors are only able to display pixels with luminances that vary in a range of 100:1.  As the HSV encoding in most software maps down to a 24-bit RGB pixel, this method of representing colors only allows a tiny fraction of the perceivable luminances to be encoded and, consequently, reproduced.
In data sets where the range of values in a given dimension is large, encodings that map individual data points onto HSV (and therefore, RGB) colors in a linear way will be unable to represent small differences between observations at the extreme ends of the representable spectrum.  In other kinds of data analysis, such as scatter plots, it has been observed that applying a logarithmic transformation to the data can sometimes be useful in alleviating this problem.  Therefore, it would be useful if there were an image format that we could encode the brightness information of our data image cells in that would store the logarithms of the values given to it (allowing representation of the full perceivable range of brightnesses) and that would convert these values back to the original brightnesses when displayed.  The SGI “LogLUV” standard provides just such a format (Larson, 1998).
An additional benefit of the LogLUV standard is that it is supposed to be “perceptually uniform”.  Because of differences in the way that the human eye perceives the three main colorants (red, green, and blue) two numerically equal small numerical changes in the red colorant and in the blue colorant (in an RGB encoding) may not be perceived as being the same magnitude when the two resulting colors are compared to the original.  In 1976, the Commission Internationale de l'Eclairage (abbreviated “CIE”) published an encoding standard called the CIE L, u’, v’ in which small changes in either the luminance or the chroma, which is specified by the u’ and v’ coordinates, are (or are supposed to be) “perceptually uniform”.    It is not clear that these claims about perceptual uniformity actually bear up in reality.  However, compared to the RGB and HSV encodings, which definitely lack this property; it seems worthwhile to provide this encoding method as an option but for further investigation.  At the moment, the non-intuitiveness of specifying chroma in (u’,v’) coordinates seems to outweigh the simplicity of the HSV encoding discussed earlier; however, if the claims about perceptual uniformity hold up and if more advanced display devices with greater luminance range capabilities are developed, then it would be useful to have data images that seamlessly transition to these more advanced displays.
Methodology:
The practical work that had to be done for this project consisted of modifying the existing data image source code
 to produce output with cell colors encoded in the formats described in the Review of Literature.  
To accomplish this, I wrote two adapter functions for the original dataimage function.  The first of these, HSVDataImage, takes two points specified in HSV color space and produces a palette consisting of 256 evenly spaced samples along the line segment specified by these points.  This palette is used to draw the data image, instead of the standard palette.

The second function that I wrote, LogLUVPostScriptDataImage, is somewhat more complicated.  Due to limitations of the “R” programming language in which I was working, it would not have been feasible in the time allowed to modify R to display images with colors encoded in the LogLUV format.  Instead, I settled for modifying R to produce PostScript Level3 (Adobe Systems, 1999) output that would interpret the image’s colors as being LogLUV encoded while R would treat them as being RGB encoded.  This adaptation was made rewriting the LogLUV->CIE-XYZ conversion routines from libtiff in PostScript and by including these conversion routines in the R-generated PostScript code to generate color values that LanguageLevel3-conformant PostScript interpreters are able to process.  Please see the commented source code or Larson (1997) for details on how this conversion is accomplished.
In addition to adding these adapter functions to the dataimage library, I made minor improvements to the label placement of the dataimage code were also made.  I also discovered that it was difficult to read black observation labels on black cells and implemented a white “shadow” effect that enables these labels to be read on backgrounds of all brightnesses.
After having written the adapter functions to the original data image code (and having renamed and commented the variables in that code for ease of maintenance) I generated 3 data images in various color spaces to demonstrate the abilities of my adapter functions and to compare their output with the original dataimage output.
Results:

In the next two pages, I present four data images which are the results of my development.  All data images were generated from the “Colleges” dataset, organized by Prof. Steve Wang (Swarthmore College, 2004) which contains data taken from the 1995 and 2004 US News College Issues.  
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Figure 1.  Original Data Image for the “Colleges” DataSet
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Figure 2.  HSV Data Image with parameters
(hue.angle.low=222, saturation.low=0.25, saturation.high=0.85)
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Figure 3.  HSV Data Image with parameters

(hue.angle.low=0, saturation.low=0.25, saturation.high=0.85, value.high=0.8)
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Figure 4.  LogLUV Data Image
Discussion:
The major issue that this project revealed is that there is an extremely complex interplay between color research, which proposes new ways of representing and assigning color information the tool-makers who use this research to implement their software.  While previous work (Tufte, 1990; Wegman, 1990; and Minnotte, 1998) recognizes the importance of appropriate color choice and representation, existing tools such as the dataimage library of Minnotte (1998) and DataDesk (Data Description, Inc., 2004) provide little or no support for advanced color representations such as the SGI LogLuv format.  

While implementing support for these representations and choosers would not be difficult if this decision were made early in those tools’ design lifecycles, the problem is much more difficult when the developer is attempting to surgically implant such support at a later date.  Given the existence of free, high-quality libraries such as LibTIFF implement support for LogLuv and many other advanced formats, it is surprising that tools such as R and DataDesk do not make better use of the programmatic resources that are available to them.
The major strength of this project is that it builds upon and improves an existing tool set to produce greater ease of use and to address one of the major problems that the tool’s author identified as a direction for future work.  It does this in a non-invasive way that should maintain backwards-compatibility with the tool’s existing users.
Statistically speaking, the importance of the project is that it makes it easier for the user to control the coloration of the output images.  This is crucial to the production of good visualizations because there is so much art to this technique and so little science.  The improvements described in this paper make it easier to tweak the data image coloration so that the desired relationships are clearly displayed.  It also allows the usage of standard artistic controls such as saturation and value ranges to manipulate the coloration of the resulting graphics.

Having said that, it is clear that the greatest weakness of this work is its lack of scientific validation of its premises: that it is better to produce data images that only vary in saturation, value, or luminance than in hue.  An informal poll conducted among my friends showed that my results were considered more tasteful and easier to interpret than the original data image.  However, the limitations of that poll make it almost not worth citing.  To conclusively show that any real improvement in visualization was made, a much more detailed study would be required.  The purpose of this project was primarily to produce the tools that would make such a study feasible.  Data images could be a great tool for exploring this question.  I would recommend it as a primary direction for further research.

The second weakness of this project that needs to be addressed is the fundamental limitations of the dataimage display.  Simply put, data images throw away so much useful information (such as numerical variance information about observations and the explicit clustering results which are used to order the observations) that one must ask how useful data images really are.  Improving on these “information leaks” would go a long way to improving data images’ usefulness for statistical visualization and reasoning.
Finally, in the long term, the project could be improved by integrating support for advanced image encoding formats such as SGI LogLuv directly into the underlying programming libraries that are being used.  In this case, this would basically require writing a TIFF driver for R – not at all an undoable task.
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